Avoiding the Collision between Network-Centric Applications and Information Assurance  
The implementation of GIG-BE, JTRS, NCES, GCCS/FCS, WIN-T, CANES and other advanced systems designed to support the deployment of network-centric warfighting will have a critical impact on requirements for data transmission, information assurance, ad-hoc associations, support for communities of interest, and cross-boundary integration. These issues will be further complicated by the asymmetry of the connected systems and the extraordinary number of deployed users, devices, sensors and applications that will come together.  There is a dangerous tendency toward over simplification of the requirements that net-centricity will place on the networks-such deployments will require much more than simply adding bandwidth, HAIPE, IPv6 and “standard” web security services. 
The changes in application architecture wrought by network-centricity will dramatically increase traffic across certain network segments.  Improper design and inefficient deployment of services will exacerbate the problem and multiply bandwidth requirements by as much an order of magnitude on parts of the network.  Further, trust relationships between systems, users, data and roles will have to be managed in a standard, easily accessible fashion to allow inter-operability, effective reuse and secure operation without inappropriate limitations on functional capabilities.  Further, the dynamic nature of these systems of systems and the intrinsically cross domain nature of them will demand an ability to quickly integrate information and properly consume security credentials in near real-time across system boundaries. The technology for managing these ad-hoc relationships has yet to be developed and accredited. 

This shift of paradigms significantly alters the mission of the network designer when trying to anticipate the underlying approach to delivering effective applications performance across the networks.  Hundreds of specific architectural issues can arise, but they can be broadly categorized into two categories:

Comparable Data Models – Net-centricity and the emphasis on interoperability are unlike any previous military application deployment model.  The Internet and the broad interaction of commercial and private enclaves across the Internet better reflect the design and flexibility requirements for appropriate network infrastructure than anything currently deployed by the military for tactical and operational support.  There are a host of obstacles to effective deployment of large-scale web services-based applications.

Many of these problems have been solved architecturally within the commercial community and, to this end; much can be learned from the evolving architecture of the commercial Internet to identify the network requirements for supporting network-centricity and services-oriented architectures, SOA. Still, it is the enterprise governance and “commodity” of methods, interfaces and standards that will be needed to make the enterprise “system” work (re: Tab B for software layers / SOA / standards examples).
Outside Current System Capabilities - With all the similarities to the Worldwide Web, the military’s requirements still go far beyond the current functional capabilities of the Internet.  Specific functional extensions will be required that do not exist in the commercial network infrastructure.  If these new architectural requirements are not anticipated properly, the promise of an ubiquitous net-centric warfare cannot be achieved.

To understand the challenges faced by designers of these advanced networks, one needs to understand the fundamental differences between the broad deployment of service-based applications, as anticipated by net-centricity, and traditional silo-oriented systems that share network bandwidth, but have limited deployment reach.  Net centricity changes the basic concept of how and where application functions are deployed.  As such, these systems require new views of many common tenets in application implementation; some of the prominent factors that must be considered include the impact of:

a) Service Oriented Architecture – There are literally hundreds of important considerations in deploying service-based applications ranging from obvious to obscure, however, some of the more important architectural concepts need to be understood in order to begin to appreciate how system capabilities and performance are significantly impacted by the interaction of the following relatively simple issues.

1. “Connectionless” interactions allow arbitrary dynamic movement of data between systems that merely have each other’s address and understand the protocol for communication.  Adherence to standards enables users, data, and systems to interact in an ad-hoc way without needing to be aware of each other in any specific fashion beforehand.  Further, the use of standards-based processes enables such connections to be made without special or proprietary software.  The problems come from the need to redirect traffic, maintain context between systems/steps in a process, implement a rational security model, provide session management and manage system reliability.  All of these requirements are complicated by the connectionless asynchronous architecture. 

2. Much of the strength of the Worldwide Web comes from the virtual reference to resources and services through network services such as static/dynamic DNS, instant messaging, and various connection proxies.  This allows the network infrastructure itself to forge and manage the connections between systems, rather than having to manage the logic within the applications.  This type of environment also supports redirecting connections away from an unavailable or dysfunctional resource to one that is available.  The virtualization of routing is a requirement for any meaningful service-based architecture if functionality and capacity are to be effectively managed.  Further, this virtual referencing needs to be able to route to a community or subscription list in order to manage multipoint connectivity.  The more robust the proxy capability between systems, the easier it is to connect and manage them.

3. Much of the reliability, flexibility and scalability of web-based applications comes from the multi-tiered separation of data sources, application logic, presentation logic and generic network services.  This enables various capabilities to be brought together in new and unique ways; it also allows portions of a system to be modified or improved without impacting the other parts of an application.  This separation or “encapsulation” supports massive scaling through the seamless instantiation of a particular process on multiple machines and in multiple physical locations.  However, this implies another significant layer of complexity regarding IA; the commercial internet has for the most part dispensed with this requirement except in robust B-to-B applications.  The military does not have this option and will have to develop a model from scratch by leveraging and extending what is already known from current deployments.  What is known, however, is that for the IA model to work its own architectural pattern must be symmetric to that of the applications or it will interfere with performance and deployment effectiveness.
4. The migration of applications toward standards-based connections supports the reuse of code from one application to the next.  The explosion of applications and functionality across the web has resulted directly from the standardization of protocols for communicating between systems.  To the degree that a particular standard or subset thereof can be established and reused, the more leverage that will be gained.  It is important to understand that there is a dark side, the broader use of standards that do not have an effective IA framework results in networks that are increasingly susceptible to hacking, manipulation and destruction.  This effect is easily observed on the Internet today; examples include the number of attacks on Microsoft Outlook as compared to proprietary email systems.  The better known the platform and the more broadly implemented, the more important the proper design of the IA framework becomes and the more likely it is to be attacked.

5. The task of providing seamless connectivity is one of the most important aspects of the Internet.  Based on accepted standards ranging from the transport layer through the application layer, this seamless connectivity and interoperability make it extremely simple to deploy applications.  By plugging a machine or process into this standards framework, it becomes extraordinarily simple to interface components together.  This standardization is much more than packet structure; it includes all types of messaging protocols for http, ftp, JMS, .NET and many others as well as the specification of data ontology and semantics. 

6. The Internet has led to the evolution of applications being deployed across the network.  As the understanding of this new abstraction has grown, it has become apparent that the traditional concepts of 1) what belongs to the application, 2) what belongs to the Operating System, and 3) what belongs to the network, have begun to change rapidly.  Examples of this new approach abound, but a few of the more common are DNS, Dynamic DNS, third party certificate validation, instant messaging, ad-hoc peering through IP and identity correlation.

7. Service and source proxies are necessary for protection and network management.  Proxies allow load management, redirection to proximate resources, and resilient connection redirection.  Proxies in general change a reference from one virtual resource to another; in this way the application does not have to perform such resource arbitration and, if efficiently implemented, the proxies can also handle silent format transformation. Proxies can also enforce organizational policies, e.g, sending data across security levels, so that you don't have to rely on every application to get it right.
8. Traditional router-based IP protection and service side firewalls are insufficient to protect from denial of service attack.  There are a number of reasons for this, but the primary one is that the routing network in most systems is extremely permissive if traffic is not blocked before it hits the network.  To achieve an acceptable level of security, it is important to prevent mal-formed traffic or non-permitted traffic from reaching the network.  Further, if it does penetrate the network boundary, the network itself needs to be capable of shedding it.  There are a number of practical methods for doing this, but they have not gained wide acceptance across the Internet except for high-risk transaction networks.  Network-centric warfare will require a much greater investment in protection from traffic attacks than the generic Internet.  Proxies traditionally provide protection by hiding information about what sits behind them from the outside world.  At an object-level they can function as an “information guard”, testing object specific IA and validating message permissions before passing an object through the network.

9. Traditional modeling and sizing of networks using IP packet counts is inadequate.  There are a number of factors affecting total effective throughput beyond raw message size, these include, among other things:

· the impact of the content or message propagation models,

· content caching,

· asynchronous queuing,

· protocol specific timeout characteristics,

· the design of the information assurance model,

· methods for synchronization,

· traffic management techniques,

· bandwidth negotiation,

· QoS assertion,

· bandwidth reservation techniques,

· CoS (Class of Service) negotiation,

· content dissemination models, and

· message recovery techniques.

Effective available network capacity is heavily impacted by the availability and use of appropriate transaction management capabilities.  These effects have often been ignored in simpler systems; however, in the applications contemplated by network-centricity, they could easily have an order of magnitude impact on traffic across any particular network segment and will have to be anticipated.  These effects are discussed in more detail below. (note – for another reference / perspective - see “CHART” - a network QoS solution funded by DARPA -  it addresses some of these issues)
b) [image: image2.wmf]Identity, Policy or Role-based connectivity – Net-centricity implies the ad-hoc policy-based access of many users and systems to numerous applications and datasets that are distributed across the networks.  The scope and scale of the envisioned interaction is unlike anything that has preceded it.  Systems of systems coming together with participant populations outside any particular application’s administrative boundaries will create an immensely complex and difficult environment to deploy, manage, and maintain.  Many of the difficulties arise from the architectural problem generally known as the n-squared problem, which must be ameliorated if the GIG vision is to become a reality.  Standards-based open connections across standard networks substantially mitigate the difficulties of the n-square problem, but several factors, including:  overlays on the network such as HAIPE-like virtual end-to-end piped connectivity; system-wide administration of single sign-on, failure to provide granular mapping of authority to implement certain actions, fixed physical connection references; proprietary connections; deployment of services with a single physical instantiation; etc. serve to complicate the environment.  Further, the use of classic user access control and administrative processes make n-square mitigation nearly impossible.  All participants in the network will require characterization and identity validation across security boundaries; this applies to users, services, networks, applications and data.  Systems that simplify the problem set as much as possible will preserve maximum flexibility in the net centric environment, such as authorization based action control.
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 Ambiguity of Associations or Community Definitions – Ambiguity is the enemy; the network will intelligently bring together users and resources.  The problems are directly analogous to the difficulties making a search using a web-search engine.  If you cannot precisely and uniquely describe what you want, you will get thousands, perhaps millions of unwanted responses.  Further, if other people do not use similar descriptive language to characterize their information, you will miss important data.  Metadata used to associate authority, roles, content, urgency, relevance, security and so on will determine whether the net-centric concepts of communities of interest will work.  It will be just as dangerous to be inundated with data noise or allow improper data access, as it will be to miss important information or dis-allow needed access.  
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OSI Layer Isolation - Notional views that the layers of the OSI model are fully isolated from each other are obsolete.  Net-centric applications and services require the ability to smoothly communicate with systems such as the routing infrastructure to control bandwidth allocation or manage quality of service, QoS.  Applications will also need to communicate with each other directly or through a mediation service to control priority and bandwidth assignment.  Deployment of a faster, better network with IPv6 will not comprehensively address the needs of network-centricity without significant work being completed up front to model the system behavior, or else, the networks will be improperly sized/designed.  The promise of these systems is to efficiently and intelligently use the vast capabilities of the network.  However, new methods of communicating between the application and infrastructure layers, prioritization, scheduling and modeling are absolutely required in order to optimize the behavior of these complex systems.

e) Problems with Application Layer Architecture – A subtle but significant problem exists when trying to efficiently distribute service architectures across complex networks.  The principal behind the deployment of services oriented architecture is to allow effective resource reuse between applications.  In the net-centric model, functional capabilities traditionally viewed to be part of the application will be deployed as re-entrant services that are not owned by a specific application or “infrastructure services” which compete in the marketplace as if they were applications.  We believe that success depends on providing the right set of these services.  This infers a new model for application support, one that substantially alters who is responsible for what portions of the networked application.  Without network-based services that can be efficiently shared between applications and be easily reconfigured, network-centric systems will simply be too complex and expensive to deploy and maintain.

The question remains, however; who will be responsible for provisioning, maintaining and guaranteeing service levels for the shared services?  Although these shared, distributed services lie well within the application layer, they are not owned by individual applications.  The distribution and reuse of the services is more symmetric to the task of network infrastructure deployment than it is to “application” deployment.  This requires a distributed, infrastructure-oriented support capability to implement core services.  The roles of traditional network providers such as MILSATCOM and DISA must be redefined to include support for the services architecture when appropriate.

f)  Intelligent Information Management:  Distributed Content Caching, Data Object Routing and Distribution, Transaction Recovery, Fail-over Redirection and Persistence Management – The task of connecting applications and user communities in meaningful ways when applications are not necessarily aware of each other’s existence is a difficult task.  Information will be shared based on its characteristics and made available to systems and users based on their authority, characteristics and missions.  The challenge is to get the right information, to the right people, at the right time. The fabric of the network itself has to be intelligent to accomplish this goal and significant information handling capabilities must be built into the network fabric itself. So one then asks, is IPv6 incompatible in some way with the kind of intelligence you want in the network?
One of the difficulties with services-based architectures is that the behavior of the services has to be predictable and symmetric to allow seamless interoperability and reliable performance.  If the system behaves differently depending on where you are, or how you are connected, there will be problems with the architecture.  In such a situation, disparate, widely separated systems will not have a predictable, consistent or accurate view of what is happening across the network based on inaccurate assumptions about system status and information flow.  One of the biggest complications is that these systems will have to efficiently handle highly asynchronous behavior with intermittency, attack disruption, network discontinuity and system interruptions creating an environment with ever-changing asymmetries.  The only viable means of handling these problems is to create a network fabric that manages basic information movement tasks and guarantees certain performance characteristics so that edge systems can be reliably designed to interface across such a dynamic systems environment.  Further, the concept of managing traffic at the object or information level heavily impacts the traffic that is required to move information across the network to multiple destinations. Additionally the “full participative service model” assumes that there could be many providers of each service, and that the state they needed would also be considered to be a service with many providers.
If a point-to-multipoint distribution of information is required, it does not necessarily require that all information be transmitted directly form source to user.  When one system requests an object, another system may need it in a few milliseconds or within the next few hours.  To optimize network utilization the network services fabric must manage:

· delivery guarantee,

· persistence management,

· information caching,

· prioritization,

· routing,

· recovery,

· restart,

· synchronization, and

· IA at the content or information level.

As a result, redundant transmissions can be eliminated and reliability enhanced.  This requires a level of separation, open connection specification, and abstraction not commonly implemented in systems.  The problem within the net-centric model is that the application itself will become an ad-hoc combination of systems, services, users and data all needing common well-defined behavior across the network to allow the application designer to be able to implement applications that behave in a predictable fashion.

g) Prioritization, Scheduling, Application Mediation, Efficient Inter - Application Multiplexing and Coordination – One aspect of complex application management that must be controlled is the assertion of privilege.  The right to operate now, the ability to reserve capacity, the right to schedule future activity and the need for near real-time feedback concerning the[image: image5.png]


 status of an application’s request for bandwidth, must all be accommodated.  This is not as simple as writing QoS bits into an IPv6 packet.  The basic shared architecture of the application environment must allow the coordination of applications at a very granular level.  There must be a shared process for certifying the authority of the requesting system and an ability to differentiate requests coming from a particular system based on the data flow’s particular requirements.  Support for granularity of permission levels within an application domain will allow the application to step down the priority for certain functions.  Packet level assertion will make the network susceptible to denial of service attack from systems that spoof address and QoS information.  In this complex net-centric world, information and application level IA constructs must be used to guarantee that the network functions properly.  Otherwise, the network would require the continued arbitrary isolation of bandwidth which would disallow the system from taking advantage of even a reasonable percentage of the bandwidth that could be released from fixed, but unused, virtual pipes at any given time. 
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Cross-Domain and Object-Based Information Assurance – The new architecture requires that information itself be protected.  The intersection of vast communities distributing mixed content across networks with variable security models requires that the IA design protect content at the information level.  Such systems will have to support transport of information across boundaries without risk of improper access or disclosure of information.  Multiple-level security will have to be applied to content so appropriate extracts or versions of information are disclosed only to the appropriate users or systems.  Content protection is not the only aspect of this that will be critical, new architectures will be required to maintain:

· chain of custody and trust,

· instruction authentication and authority,

· permission mapping, and

· nested/compound signatures.  

The IA solutions will have to be able to map users, application domains, communities of interest, source domains and data systems by dynamically controlling access and authority to implement any protected action.  This model will require a level of granularity not previously contemplated.  The basic IA architecture will have to operate with variable levels of assuredness based on operational and security tradeoffs.  Some aspects of the IA model will require distributed services, others will require new hardware that can adequately guarantee the IA functions.  In these environments it will be impossible to gain the desired operational capabilities if different systems and users with varying authorities are not allowed to tie together.  

i) Identity on the Move and Distributed Identity Management – The participation in these networked systems is likely to be ad-hoc and situationally dependent.  Participants are going to be on the move, connecting and then dropping connections in one location, and then reasserting connections in another location in a completely different context.  The environment itself will have to deal with identifying a participant’s authority, network context, location, equipment capabilities and a number of other parameters to properly enable the network applications.  To this end, standards for asserting this information to the networked applications will have to be developed and broadly implemented.  The further requirement for uniformity across systems will drive toward inter-system and inter-application standards for these processes.

j) Hazard of Blending Layers - Use of one layer of the OSI model to implement the functionality of another will inevitably lead to inefficient network design.   An example of this emergent difficulty is the work in progress regarding the use of IPv6 as the control point for Quality of Service (QoS), Class of Service (CoS) and RSVP control, without establishing how programs and systems should interface with these transport attributes within the network.  Such assertion is by nature an application specific function, but no comprehensive design has been accepted as to how an application is to request a particular QoS or CoS level, or how the assertion of such a request is to be secured and authenticated.  Uncontrolled assertion of such privileges would make the network susceptible to denial of service attack at the transport layer through malicious manipulation of the QoS and CoS requests.  Just as important, it will be vital for the applications to be able to negotiate the proper access authority balanced against the current requirements of other applications and missions.  Static assignment of such permissions would ignore the nature of warfare with constantly changing mission priorities as strategic and tactical situations change. 

k) Object Transmission Modeling vs. IP Capacity - The traditional packet transport capacity and routing models for managing capacity utilization, network operations, inter-application coordination, and data transport are not sufficient to manage or properly design the network segments for network-centric applications.  Further, technology for optimizing information flow through such networks must be deployed across the networks, not just at the edges.  The choice of technical approaches to such optimization has significant hardware and software implications and will substantially affect the security / information assurance architecture of the applications and the network.  The choices will directly impact:

· the latency of information transmission,

· efficiency of data object dissemination,

· design of information assurance models to support a distributed access control environment (be that from attributes, roles, etc),

· requirements for granularity of data object attribution,

· support for full data multiplexing versus piping, and

· system capacity and security.

A simple example might make this concept more tractable.  Take a network that has an effective IP packet transmission level of one million bytes per second.  A network analysis would show that this would be plenty of capacity to transport data objects that are quite large.  However, let’s now say that the network suffers interruption every five to ten minutes because of tactical deployment problems and all transmissions of large files are made in a session-controlled environment that uses simple FTP.  Every time the network goes down, the sessions are lost and the transmission has to restart.  Suddenly the effective capacity of the network to transport large data files is cut dramatically. Further, session-controlled streaming data cannot be transmitted across such a network for periods longer than the interruption frequency.  Ad-hoc use of the network with session control and unscheduled access complicates this picture considerably.  Use of synchronous session-oriented technology such as HAIPE will make the system extremely susceptible to transmission failure.  Further, if the application layer penetrates multiple networks, it is the compounded reliability of all the network components in aggregate that determine the ability to get a transmission through the network.  The important conclusion is that modeling network behavior requires much more than analysis of the network routing capabilities.

One needs to understand the impact various layers above the transport layer will have on the characteristic capacity of the network itself.  Examples of where such application layer modeling would be important are:

a. Use of session-based Information Assurance,
b. Multi-hop network design considering the impact of timeout and message delivery guarantee on application architecture,
c. Intelligent edge-caching of certain types of content, 
d. Object persistence with network managed object recovery, reuse or rerouting, 
e. Preservation of anonymity while providing support for logging/auditing, and
f. Use of non-realtime assertion models.
Sorting out the alphabet soup: Comparing ESBs and TSGs

Rarely has a group of technologies caused such excitement over the course of their development as the Enterprise Service Bus (ESB) and the new Trans-enterprise Service Grid (TSG) products.  Both of these architectural approaches are designed specifically to make the job of integrating systems together much easier.  As more work is being done in the rapidly evolving systems integration arena, a more detailed understanding is emerging of what critical factors are involved with successfully implementing such systems.  All of these systems promise to make the process of connecting and managing applications simpler and cheaper.  When faced with the major challenges involved in applying these technologies to massively scaled systems, however, many of these fail to deliver on these promises and are not able to meet the success criteria necessary for successful integration projects – including IA/security!  (note - this section contains excerpts from the white paper  “ESG VS TSG” -  see that paper for added details – also Tab A for an architectural comparison)
The early entries in the systems integration area were called Message Oriented Middleware and Enterprise Application Integration (EAI) systems.  These systems focused primarily on the work involved with connecting applications together.  These systems had tremendous promise but proved to be difficult to implement and support.  Much of this was due to the limited capability they provided eal approaches toemerges age Object and Routing in your name if possible as those are the key differentiators to messin managing active connections between applications and their associated integration services.  Because of this, connections tended to quickly proliferate in many of these systems to the point where the EAI environment rapidly became unmanageable.  CORBA was the premier example of this type of technology.  

ESBs were the next natural step in evolution and were introduced to improve the methods for connecting and managing application integration services.  They also introduced new capabilities to manage the specific data streams exchanged between applications.  ESBs manage application connections and service execution with central transaction repositories that use services such as Java Message Service (JMS) to keep track of the condition and state of active sessions.  They also use database connections and data caching to manage the active data transfers between applications and active processes. Because of this new level of management control, ESBs introduce the capability to orchestrate distributed business processes.   While the ESB approach greatly improves on the capabilities of early EAI products, it still suffers from a number of significant limitations primarily related to its need to centrally manage all of the overhead involved with application connections, service execution and data exchanges.  These limitations are being addressed in the next generation of products, known as Trans-enterprise Services Grids (TSG).  

TSG architectures are designed around the transaction object used by a service rather than the service itself.  Where ESBs are designed to facilitate the exchange of the messages that make up an application integration service, TSGs are designed to manage the object implemented by that service through its completion cycle.  An object can be thought of as a representation of the output or product of a service.  The service generates this “service object” in the form of a standardized message representation including a “processing cycle” definition.  This processing cycle is used by the “execution nodes” to route the object through all the steps needed to successfully complete the service or services associated with it.  This integration architecture requires very limited centralized information for service management since the object maintains the information on the state and condition of the service within its own structure.  Each of the processing nodes also need minimal centralized information exchange because they can act independently because the object contains within its structural definition a description of:

· where it came from,

· the action the execution node is supposed to take, and

· where to route it next.

Simply put, the evolutionary improvements introduced by TSGs drastically reduce the overhead involved in creating complex orchestrations of integrated services.  These reductions are due to the “fully encapsulated” independent nature of service processing nodes, which minimizes inter-node communication, and decentralizes service management, thereby eliminating most centralized state management traffic.  TSG implementations overcome the scaling limitations associated with ESBs and provide more complete abstraction of processing functions within the platform.  

The TSG approach also provides additional facilities for integrating applications based on leveraging the decentralized nature of object processing nodes.  Since each processing node concentrates on the processing object as required in its structural definition, the object can be abstracted from the service framework.  This allows system integrators to develop specialized node structures enabling the creation of nodes for translating, or routing objects as independent steps in the service completion cycle.  Using node specialization, integrators now have the opportunity to focus on trans-enterprise issues such as security and authenticity.  This opens new alternatives for designing application integration services through increased facilities to support more complex integration strategies between applications. 

The complete wrapping of state enables specialization to occur at processing nodes which eliminates much of the traditional coding required at such points in a process.  This is due to the reduction of configuration parameters which allows TSG modeling services to directly generate the processing nodes rather than requiring a development effort to complete them.  The approach also enables the creation of true publish and subscribe based service because of the ability to design and deliver efficient “Just-in-Time” transformation and mediation services.  This type of mediation and transformation can also be applied to the abstraction of security (trust) boundaries between applications allowing them to securely share information and servicing capabilities at similar levels of authorization.  These new service structures expand the horizon of integration solutions to begin to literally transcend any networking boundaries.  New integration services can now be designed to securely bridge domain boundaries both across the enterprise and between separate enterprises.  

These “Communities of Interest (COI)” enable new services to be constructed from servicing and data contributions from each community provider.  This COI approach can provide benefits across the community that were previously thought to be unattainable while protecting the security and minimizing the processing impact on the local domains of the participants.  Transformation specialization also enables the pursuit of high performance boundary translation engines to attack such problems as:

· seamlessly transferring wireless traffic across different provider topologies

· creating virtualized financial transaction distribution  processing across multiple financial system security and data boundaries

· integrating response systems across geographic, political, and service boundaries  

TSGs are an evolutionary growth from the ESB concept.  As such, they incorporate all of the features and strengths of ESB architectures while removing the need for any centralization.  It is also easy to integrate TSGs with existing ESBs since the services deployed on one platform can be easily imported and consumed by the other.  This type of interoperability, after all, is the primary driver for migrating to web services in the first place.   TSGs are easily integrated across a myriad of communications protocols due to the nature of the layered service object architecture which allows one message type to be “wrapped” in another.  The TSG framework is, itself, built from a composite of web services which also makes its internal infrastructure extremely flexible and easy to modify.  

In summary for this section, the basic solution needs of an integration project will ultimately drive the decision for a platform on which to build it.  TSGs provide a new opportunity in making that platform choice because they can offer:

1. Flexibility in process design and deployment,

2. Robust support of standards both between and within systems and platforms,

3. Superior operational performance for large demand services due to a scalable framework that supports growth in horizontal and vertical directions,

4. A composite services architecture that provides a rich set of components from which to build and configure complex integrated services , 

5. Broad security management features that allow complex inter-application and inter-system trust boundary enforcement, and

6. Diverse resources for securely integrating diverse applications and data sources that are easily tailored to specific service requirements.

From ABAC to ZBAC: The Evolution of Access Control Models

Full spectrum access control to support “need to know” and, more importantly the recent DOD effort to move to a “need to share” in a coalition, dynamic, constrained bandwidth environment, requires that we must have a common, ubiquitous approach, with greater fidelity and capability, to our collective access control approach. The current identity and authentication approaches have long-term concerns and sustainment impacts that we think can be minimized by an authorization approach, which the following discussion addresses. (note - this section contains excerpts from the companion paper titled as above, see that paper for added details)
From a “general overview” perspective - Authorization based systems are based on an assumption that a particular local domain is better able to clear a participant's credentials than a remote domain that is not even familiar with who he/she is.  The principal assumptions are that (as it's also the case that the user's domain has a better understanding of what rights the user should have):

The local domain has a competent and trusted mechanism for establishing, maintaining and testing authentic credentials compliant with the MOU maintained to access a system owner's domain capabilities, as that's what you're assuming when you establish the MOU with NBAC (autheNtication Based Access Control).

The owner's domain trusts the local domain to perform this task under the MOU and this is deemed reasonable for the class of participation allowed to the local domain's users. Systems that cannot or will not trust the credentials provided by other entities cannot use cross-domain authorization based systems. In such an environment there are not cross-domain systems, per se, all authentication has to come back to the mother-ship. Although they can use authority based systems within their domain the advantages are less dramatic and arguably the two system types are remarkably similar in this degenerate case and the issues with NBAC related to ambient authorities, problems with delegation and revocation, etc.  Systems that can't trust credentials provided by other systems cannot use cross-domain NBAC, either.  Their only alternative is to provide their own authentication for remote users, but that just makes those users members of the service's domain.  That's why folks have an Amazon account, an eBay account, etc...  Also, there are still significant differences between NBAC and ZBAC (authoriZation Based Access Control) even within a domain, such as ZBAC's abilities to attach a specific right to each argument, apply least privilege at the level of the process instead of the user, and the delegation/revocation you mention.  It’s unclear on how hard to push the intra-domain issues in our overall enterprise access control approach, but with coalition and cross domain support a necessity, it seems we must.
This may seem much more restrictive than it really is, the military has all sorts of systems that establish transitive trust of another system's credentials.  The use of a local FSO to transfer clearances to another entity where the enclave owner does not have direct access to the common clearance files, the acceptance of Five Eyes clearances in certain situations, hardwired integration of any two systems with different user communities, the acceptance of an individual's  clearances in the DoD by the DOE for certain purposes and the list goes on ad infinitum.  The principle practice is that the authorization based system uses its authority under the MOU and associated cryptographic bindings, such as a certificate and/or signed SAML assertion, to provide endorsements in a tokenized way giving certain users authority to access the remote system owned by another domain.  
The places this makes the most sense are where the benefits are most visible:

      1.      Mixed information sharing environments,

      2.      Systems where common services or infrastructure are shared by multiple entities,

      3.      Any environment where primary credentialing responsibility lies with an individual's home organization, in this context the home organization is the organization that owns the system or person, credentialing and/or accreditation are often handled by an outside agent.

      4.      Where mixed communities are coming together such as joint command efforts, joint task list management under joint command, coalition efforts and so on,

      5.      Any system that needs to support rapid integration of new participants such as in evolving coalition operations,

      6.      Any environment where the assignment of participants to a joint operation are under the control of the local domain,

      7.      Where the scale of the system is immense, tens of thousands of users or more and sub-domains or sub-groups of the total population exist,

      8.      Any system of systems where authority is distributed to multiple organizations,

      9.      Any complex information sharing environment, and

      10.     Any situation where permission changes are frequent.

Within this section we focus on access control - deciding whether or not to honor a request.  A number of models have been developed to address various aspects of this problem.  In the early days of the mainframe, when timesharing was new, people realized that the biggest need was to prevent one user from interfering with the work of others sharing the machine.  They developed an appropriate access control model, one that depended on the identity of the user.  Permission to use a system resource, such as a file, was indexed by the user’s identity.  We call this approach Identification Based Access Control (IBAC).

A problem with IBAC is that permissions are stored in an access matrix, and the IBAC model doesn’t include a specification of permissions for changing its entries.  That left it to a trusted party, the system administrator, to make all changes.  As the number of users grew, the burden on the administrator became untenable.  That led to the introduction of additional concepts, such as “owner” and “group.”  It was hard to understand all the permissions that would be granted by adding a user to a group, and the rights granted “owner” did not allow for Mandatory Access Control (MAC).  Nevertheless, there was little choice but to accept these features.

Distributed systems proved to be problematic for IBAC.  Users had many identities and often had to authenticate in different ways on different systems, which led to work on Federate Identity Management, FIdM, and Single Sign-On/Single Log-Out (SSO/SLO).  Further, managing the access rights on the individual machines became too large a burden and prone to error.  Those problems led to the introduction of Role Based Access Control (RBAC).  Permissions in the access matrix were tied to roles, and which users could assume a particular role became the means of controlling user access.  
Problems with RBAC became apparent when it was extended across domains.  Reaching agreement with all partners on what rights to associate with a role proved to be difficult.  Adding, deleting, or modifying the duties of a role involved updating too many policy stores.  Further, RBAC proved inadequate for including context, such as day vs. night or war vs. peace, in the access decision.   Attribute Based Access Control (ABAC, sometimes referred to as Policy Based Access Control or PBAC), was proposed as a solution to those issues.  The access decision would be based on attributes that the user could prove to have, such as clearance level or citizenship.  That approach made it easy to include context in the access decision, often called Risk Adaptive Access Control (RAdAC).  Left unspecified was how to understand the access implications of changing a user’s attributes.  There is also the issue of reaching agreement on the meaning of attributes when spanning organizations.

IBAC, RBAC, and ABAC all rely on authentication at the site and time of the request, so we lump them together and label them as autheNtication Based Access Control (NBAC).  NBAC models lead to security problems, such as violations of least privilege and confused deputies, and management problems, such as problems updating rights, assigning responsibility, and coordinating with partners.

Recognizing those issues led to development of an access control model that uses authorizations presented with the request to make an access decision, an approach called authoriZation Based Access Control (ZBAC).  Previous research and experience has shown that this approach does not have the security and manageability issues inherent in NBAC and where ZBAC can be implemented with little change to existing systems.  Further, the ZBAC implementation works entirely within the existing Services Oriented Architecture standards.  Even so, ZBAC is not tied to those standards.  Other XML-based approaches have been considered for the Grid.  ZBAC has been demonstrated using SPKI certificates and without certificates for RESTful web services.  Other approaches have used some aspects of ZBAC in an NBAC framework.    

In summary for this section, IBAC was introduced to prevent one user from interfering with other users on a mainframe.  As the number of users grew, it became too much of a management burden to deal with all the updates when a user’s permissions changed.  The concept of “groups” addressed some of these problems, but not all.  RBAC is an adaptation of groups to distributed systems that avoids this management problem by assigning permissions to roles and controlling which users could take on which roles.  Mismatches of the rights associated with a role in different domains led to the problem of role explosion.  ABAC was introduced to address those problems by providing user attributes to be used to make an access decision.  An added benefit of ABAC is the way context can be combined with the user’s attributes when implementing RAdAC.  However, ABAC requires agreement on the meaning of attributes, and the implications of changing a user’s attributes are not clear.  ZBAC addresses those problems while requiring few changes to the underlying system.  

ZBAC addresses the number and scope of cross-domain agreements, thereby improving scalability and reducing management overhead.  By combining designation with authorization, ZBAC eliminates the kind of misunderstanding that leads to confused deputy attacks.  Its delegation framework eliminates the need to manage users from other domains while simplifying the enforcement of least privilege.  RBAC addresses issues that arose when using IBAC across machines.  ABAC addresses requirements not easily handled by RBAC, such as RAdAC.  ZBAC addresses the needs of the services architecture that ABAC does not.  Whatever comes next may require a new access control model.  Until then, we propose that ZBAC will best support our collective enterprise SOA IA&A needs.
Conclusions

The challenges are significant, there is not a single answer to all the requirements, and many of the capabilities required go beyond the current state of the art.  It is important that the base level requirements are understood so that a unifying architectural approach to building solutions can be implemented.  A properly layered applications architecture, combined with a broad understanding of network requirements, will be mandated for net-centricity to achieve a fraction of its promise.

Our general recommendations are:

1 - Establish, communicate, and continuously refine DoD "assurance architectures" that are:

a. General in nature to ensure broad application to operational environments

b. Include all aspects of IA/Security (DAR, IA&A, CND, etc) from a strategic, top down essential requirements perspective.
Many IA capability "lists" abound, but they need to be assessed and collated into an enterprise structured architecture that all programs follow. These reference architectures must be technology/vendor agnostic, and sufficiently define the high assurance components, to enable verification and validation of the assurance level of any given implementation. While the GIG IATF is a good high-level framework, as well as the NIST web service security and other guidebooks (which are all very good), they are not sufficient by themselves.
2 - Specifically for NAVY, update the current FORCEnet enterprise architecture (EA) to accommodate both the "as-is" and "to-be" IA/Security capabilities, including the major IA/Security standard, methods and protocols recommended herein. Without these end-points well documented, especially the requirements of the “to-be” end-state, no clear transition roadmap can be developed or any actionable IA/Security guidance given to program managers. All the major DODAF views need to incorporate IA/Security details, including the required SOA/web services and IA&A standards (and version numbers therein), including the standards views, TV-1 and TV-2.  (note - where services should QA their particular EA on these elements.)
3 - Communicate a clear, top-down IA/Security governance structure, including: roles & responsibilities; requirements documents, instructions, processes; clear, multifaceted and enforceable policy; an overall CONOPS; as well as a configuration management (CM) / audit process that automatically monitors compliance and provides feedback and enforcement methods. Especially since lack of "CM" is generally a major network reliability issue, and by association IA/Security as a major IA control, where poor settings compliance can create security holes and negate much of the built in defense-in-depth devices and capabilities.

4 - Commission an enterprise "protections" risk management assessment that takes into account all major IS/IT/IO/IA protections elements, not just IA, and continue iterating this paper to further finesse the items addressed herein and recommendations offered. To minimize the "Fog of SOA IA" we must collectively account for and assess the relative "goodness" of the major protection variables and their impact to the overall enterprise risk level. All while using current threat assessments and likelihood percentages, as well as integrate a testing approach to verify compliance, known vulnerabilities, settings, etc...

5. Initiate a study on the most effective full spectrum, dynamic access control for future architectures (including SOA).  Using ZBAC as a reference and comparison perspective, include in the analysis the: the end-to-end distributed, transitive trust models, methods and paths; security service chaining; and the current issues with identity and authentication based approaches (e.g., Violation of Least Privilege (Need to grant excess rights to make things work and someone you never heard of can impersonate you); Violation of access rules (Request succeeds when it should not and no information available to avoid doing it); Reliance on trusted third party (Single point of failure/vulnerability)). Additionally we must assess and accommodate several other “SOA IA” concerns, such as: End-to-End distributed transitive trust models, common security service changing processes, full spectrum access control (and assured identity – and for NPE as well), and digital policy / rights management – to name a few…
TAB A - Typical Architectural Benefits differentiating TSG from ESB:
	
	TSG
	ESB

	Platform
	
	

	State and connections management architecture
	Distributed
	Centralized

	Session Management 
	At server or within object
	At server

	Support for Grid Deployment
	Yes
	Limited to clustering concepts or platform

	Grid Management Tools
	Yes
	No

	Distributed Agents
	Yes
	No

	Internally Implemented Web Services 
	Yes
	Seldom

	Services symmetry enforced
	Yes
	No

	Protocol Independence/Proxy Functions
	Yes
	No

	Object Synchronization
	Permissive
	Rendezvous Model

	Granular Process Decomposition
	Yes
	No

	Strict Platform Independence
	Yes
	No

	Supports direct modeling and simulation
	Yes
	Not without additional software

	Object
	
	

	Objects independent of workflow and process
	Yes
	No

	Protocol Wrapping and in-line conversion
	Yes
	No

	Object Nesting and protocol wrapping
	Yes
	No

	Objects Independent on Transport Protocol
	Yes
	No

	State management embedded in object
	Yes
	No

	Security
	
	

	Security
	TranSec, WS-security, Open Object Based, SAML and XACML
	TranSec, and WS-Security

	Support for open PKI within framework
	Yes
	No

	Multi-Level security within transaction
	Yes
	No

	Certificate Authority
	Yes
	No


TAB B – Representative Software / SOA / Service layers / standards:
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